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Introduction

For complex system design, deterministic computer simulations are often used to
replace the computation-intensive and controlled real-life experiments. However,
running simulations for a complex system with multiple inputs and outputs can
become computationally prohibitive as is the case of computational fluid dynam-
ics (CFD) and finite element analysis (FEA). This limitation can be addressed by
adopting a simpler model which, in exchange for a certain percentage of accuracy,
can mimic the original system at a considerably reduced computational cost. It is
important to point out that, depending on the specific problem faced, the approach
adopted in building this model has a profound impact on the quality and compu-
tational cost of the model itself.
This is the exact reason why machine learning has found such great application
in recent years. It trains a cheap yet accurate statistical model to replace the com-
putationally expensive simulations, thus significantly improving the efficiency of
the evaluations and analyses; moreover, the model can be refined by introducing
some well established techniques in this field, such as: ensemble methods, feature
engineering, hyperparameter optimization.

In order to improve a model, first of all it is necessary to know how to evaluate
its performance. “Bad” or “good” must be quantified and justified, and through a
correct analysis you can get useful insights and boost the results. It is precisely
in this regard and in particular in the context of deep learning that the study of
uncertainty becomes of fundamental importance.
Deep learning models have shown amazing performance in a lot of fields such
as autonomous driving, manufacturing, and medicine, to name a few. However,
these are fields in which representing model uncertainty is of crucial importance.
Standard deep learning tools for regression and classification do not capture model
uncertainty. In classification, for example, predictive probabilities obtained at the
end of the pipeline (the softmax output) are often erroneously interpreted as model
confidence, because a model can be uncertain in its predictions even with a high
softmax output. Passing a point estimate through a softmax function provides
extrapolations with unjustified high confidence for classes that are not described

2



3

within the training set.
Nonetheless almost everyone knows the potential of deep learning, yet far fewer
people are aware of the drawbacks that plague algorithms of this type. These were
the reasons that attracted our interest and guided the development of this thesis,
the reasons that led to the deepening of Bayesian neural networks and equiva-
lent approaches that are finding strong confirmation in the literature. Bayesian
models offer a mathematically grounded framework to reason about model uncer-
tainty, but usually come with a prohibitive computational cost. A new theoretical
framework casting dropout training in deep neural networks arose as approximate
Bayesian inference; a direct result of this theory gives us tools to model uncer-
tainty with dropout neural networks. This mitigates the problem of representing
uncertainty in deep learning without sacrificing either computational complexity
or test accuracy.

The first chapter of this thesis is dedicated to deep learning: we move from a
general introduction to the description of its pros and cons, focusing on the meth-
ods to improve it and, in particular, on the topic of uncertainty. The second chap-
ter deals with the methodology adopted: here we deepen the combination between
neural networks and the Bayesian approach, we give ample space to the critical
issues to be taken into account, and we motivate the Monte Carlo dropout tech-
nique. The application of this theoretical framework is shown in the third chapter,
where we face a problem of remarkable interest in a period of such great sensi-
tivity towards the environment and climate change: Olive Phenology prediction.
In the final chapter conclusive remarks are made and the possible developments
indicated.



Chapter 1

Deep Learning: the tool that has
boosted up Machine Learning

Machine learning algorithms basically use statistics and mathematics to find pat-
terns, correlations and trends in huge amounts of data. By data we mean ev-
erything that can be digitized and therefore made computer readeable: numbers,
words, images, likes, videos. If information can be made digital, then it can be
stored and then used with a machine learning algorithm. The machines are learn-
ing to recognize the order from the chaos of structured and unstructured data, they
recognize images and words, classify information, analyze documents, converse
with natural language and choose the routes of the self-driving car. Just to name a
few examples where machine learning is already used: the recommendation sys-
tems of streaming platforms like Netflix, YouTube and Spotify, search engines
like Google or social media feeds like Facebook and Twitter. In many products
that define themselves as ‘smart’ there is machine learning, first of all the voice
assistants present in the speakers of Google and Amazon and more in general the
world of IoT.
Speaking of data, the constant need to supply other information about data or to
modify the technique by which data is collected can be related to the bias/variance
trade-off problem: the bias error is due to erroneous assumptions in the learning
algorithm, a too simple model may not explain the data (underfitting); the vari-
ance is an error due to sensitivity to fluctuations in the training set, a too complex
model may overfit the data and not be able to generalize. The commonly accepted
solution consists in providing more data to train the model, but it is crucial to have
a proper method of providing this data: it is for this reason that data collection and
management techniques are of great importance.

To date, the data-driven approach has achieved remarkable results, but it is
still undergoing strong development and in the years to come it will lead to even
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more drastic upheavals in our lifestyle, changes that today we only partially ap-
preciate. These algorithms are improving their ability to learn through techniques
and methodologies that are getting closer and closer to the “strong AI” that is so
much talked about.
Many algorithms that can do all this and get great results already exist, and are
widely known by the scientific community: classification and regression trees,
logistic regression, Naïve Bayes classifiers, Support Vector Machines (SVM), k-
Nearest Neighbors (kNN), ensemble methods, etc.. For some problems there is
no a priori knowledge so it is not clear which algorithm will be the most accurate;
other problems have known physics properties: in these cases you can decide
whether to exploit the existing models or give space to new ideas and devise new
approaches that make the best use of the properties of the problem itself.
Machine learning algorithms are a real asset especially in fields where the need
to make the best use of computational resources is of primary importance, such
as sensitivity analysis (to explore the product behaviors when design parameters
are varying), optimizations (to find the optimum design parameters that yield the
highest performance and/or the lowest cost), risk analysis/uncertainty quantifica-
tion (to calculate the risk of product failures when design parameters are uncer-
tain).

It is in this context that in recent years, thanks to developments in software and
hardware and the enormous importance that is being given to data as a resource,
neural networks have dominated the scenario: they find application in every area
and seem to be infallible, succeeding in tasks impossible for even the brightest hu-
man mind. However, as we will see, neural networks also have some weaknesses
and, in order for this tool to be applied correctly, they must be brought to light.
A neural network is a nonlinear function approximator where the weights and the
biases represent the parameters of the function. The source of nonlinearity is given
by the activation function of the nodes which in most cases is the REctified Linear
Unit, applied to the nodes of the hidden layers. Deep neural networks are archi-
tectures in which there are two or more hidden layers, they present remarkable
advantages and can potentially map every possible function, but they are often
affected by issues such as overfitting (due to the very high number of parameters
compared to the size of the dataset) and the Vanishing Gradient problem; this is
the main reason why we introduce regularization techniques in the network, the
most known of which is the Dropout. Neural Networks have seen a wide range of
applications in recent years and are considered state-of-the-art in many fields, a
few examples are computer vision, object detection, speech recognition and natu-
ral language processing.
In order to have a clearer picture of this algorithm, let us go back and retrace the
beginnings and development of neural networks. A scheme with the main steps
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of this evolution is shown in figure 1.1.

Figure 1.1: Timeline showing theoretical advances, software and hardware improvements that led
to the development of deep learning [1].

1.1 The history of Neural Networks
The idea neural networks are based on is to simulate the human brain (memory,
learning and cognitive precesses), in particular to simulate the connections among
the neurons and the transport of information through signals. The first attempt
to build an artificial neuron was made by Frank Rosenblatt, who gave birth to the
perceptron, which was developed in 1950s and 1960s and inspired by the previous
works of Warren McCulloch and Walter Pitts (Threshold Logic Unit, TLU [2]).
A perceptron takes several binary inputs, x1, x2, ..., xn, and produces a single
binary output. In order to compute the output, Rosenblatt introduced weights, w1,
w2, ..., wn, real numbers expressing the importance of the respective inputs to
the output (the synapse strength to each nearby neuron); then the output, 0 or 1,
is determined by whether the weighted sum

∑
iwixi is less than or greater than

some threshold value [3] (see fig.1.2). Just like the weights, the threshold is a real
number which is a parameter of the perceptron. By varying the weights and the
threshold, we can get different models of decision-making.
Another quantity than can be introduced is the bias b: it is a measure of how easy
it is to get the perceptron to output a 1.
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The weights and biases can be automatically tuned with devised learning al-
gorithms. One desired property of the learning algorithm is that a small change in
any weight (or bias) causes a small change in the output, such that we can gradu-
ally change the weights and biases to produce better and better output. However,
the perceptron is unable to provide such property as a small change may cause
the output to be completely flipped, in fact what we have mapped so far is a step
function.
This problem was overcome by introducing a new type of artificial neuron called
sigmoid neuron. Sigmoid neurons are similar to perceptrons, but modified so that
small changes in their weights and bias cause only a small change in their output.
The output is not 0 or 1, instead it is σ(w · x + b), whose value can be any real
number between 0 and 1; σ is called the sigmoid function, and is defined by:

σ(z) =
1

1 + e−z
with z =

∑
i

wixi + b (1.1)

The smoothness of σ means that small changes ∆wi in the weights and ∆b in the
bias will produce a small change ∆output in the output of the neuron. Indeed,
∆output is well approximated by:

∆output ≈
∑
i

∂output

∂wi
∆wi +

∂output

∂b
∆b (1.2)

The main thing that changes when we use a different activation function f(w ·x+
b) is that the particular values for the partial derivatives written above change.
The most known activation functions are: sigmoid, hyperbolic tangent, ReLU
(Rectified Linear Unit) and its variants, Softmax (it is often used as the last ac-
tivation function of a neural network to normalize the output of a network to a
probability distribution over predicted output classes). As we will see soon, the
possibility of differentiating these activation functions allows the direct use of
the gradient descent and other optimization algorithms for the adjustment of the
weights and biases. Moreover, the choice of the activation function and the con-
sequent ability of the network to catch the underlying connection between input
and output is strictly connected to the initialization of the network parameters (the
initialization strategy of parameters is another key point in deep learning).

Although the perceptron initially seemed promising, it was quickly proved
that perceptrons could not be trained to recognise many classes of patterns. This
caused the field of neural network research to stagnate for many years, before it
was recognised that a feedforward neural network with two or more layers, also
called a MultiLayer Perceptron (MLP), had greater processing power than percep-
trons with one single layer. An MLP consists of at least three layers of nodes: an
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input layer, a hidden layer and an output layer (fig.1.2); except for the input nodes,
each node is a neuron that uses a nonlinear activation function.
Actually, it is necessary to make a clarification. A feedforward neural network
is a network where the information moves in only one direction (forward) from
the input nodes, through the hidden nodes (if any) and to the output nodes. There
are no cycles or loops in the network. MLPs are an example of feedforward neu-
ral networks, but they can ensure that information also circulates backwards. In
fact, multilayer networks use a variety of learning techniques, the most popular of
which is backpropagation1: the output values are compared with the correct an-
swer to compute the value of some predefined error-function; the error is then fed
back through the network and, using this information, the algorithm adjusts the
weights of each connection in order to reduce the value of the error function by
some small amount. After repeating this process for a sufficiently large number
of training cycles (epochs), the network will usually converge to some state where
the error of the calculations is small; in this case, one would say that the network
has learned a certain target function. To adjust weights properly, one applies a
general method for non-linear optimization that is called gradient descent2: the
network calculates the derivative of the error function with respect to the network
weights, and changes the weights such that the error decreases (thus going down-
hill on the surface of the error function). This is the reason why we previously
emphasized that good activation functions must be differentiable.

Networks with multiple layers can perform difficult tasks, but as the architec-
ture becomes more complicated it is necessary to pay more and more attention
during the training phase. This is especially important for cases where only very
limited numbers of training samples are available. The danger is that the network
becomes too confident over the training data and fails to capture the true statistical
process generating the data. The network is said to overfit.
In the context of neural networks a simple heuristic, called early stopping, often
ensures that the network will generalize well to examples not in the training set.
However, other techniques also exist, among which the most popular is certainly
the dropout, which plays a fundamental role within this thesis and which for this
reason we will cover in an exhaustive manner in the following chapters.

1The backpropagation algorithm was originally introduced in the 1970s, but its importance was
not fully appreciated until a famous 1986 paper by David Rumelhart, Geoffrey Hinton, and Ronald
Williams [4]; that paper described several neural networks where backpropagation works far faster
than earlier approaches to learning, making it possible to use neural nets to solve problems which
had previously been insoluble. Today, the backpropagation algorithm is the workhorse of learning
in neural networks.

2The term ‘backpropagation’ strictly refers only to the algorithm for computing the gradient,
not how the gradient is used; however, the term is often used loosely to refer to the entire learning
algorithm, including how the gradient is used, such as by stochastic gradient descent.
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Figure 1.2: On the left the functioning of the perceptron, on the right the MultiLayer Perceptron
(MLP) scheme.

Other typical problems of the networks, and in particular of the backpropagation
algorithms, are the speed of convergence and the possibility of ending up in a lo-
cal minimum of the error function. Many algorithms have been devised to address
these problems. Scheduling the learning rate, adding a momentum vector to speed
up the descent towards the local minimum, keeping track of the gradients from the
most recent iterations are just a few solutions. To date, the most used optimizers
in the literature are: SGD (Stochastic Gradient Descent), SGD Momentum, SGD
Nesterov, Adam (adaptive moment estimation), Nadam, AdaGrad, AdaMax, RM-
Sprop.

Therefore, MLPs were a popular machine learning solution in the 1980s, find-
ing applications in diverse fields such as speech recognition, image recognition,
and machine translation software, but thereafter faced strong competition from
much simpler Support Vector Machines (SVM). Interest in backpropagation net-
works returned due to the successes of Deep Learning (neural networks with at
least two hidden layers). Nowadays, with the development of several simple but
important theoretical and algorithmic improvements, the advances in hardware
(mostly GPUs, now TPUs), and the exponential generation and accumulation of
data, deep learning came naturally to fit the shortcomings and to transform the
way we do machine learning. In this regard, in the next section we deepen the dif-
ferent architectures that have been created in recent years and the fields of appli-
cation in which they have achieved extraordinary results; but, before continuing,
it is worthy to make a clarification: deep learning is computationally expensive,
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and even though there has been advances in theory, software and hardware, we
need the developments in Big Data and Distributed Machine Learning to improve
performance and efficiency. It is exactly for this reason that many software prod-
ucts like Spark (Apache Spark) were born, they represent an essential tool for the
development of deep learning.

1.2 Main types of Neural Networks and related fields
of application

The key to the effectiveness of the neural networks is the architecture used to ar-
range the connections among nodes; depending on the specific task considered,
the architecture has to take into account some types of features rather than oth-
ers and store/process the information obtained in a different way. However, deep
learning is an active field of research, nothing is settled or closed: we are still
searching for the best models, topology of the networks, best ways to optimize
their hyperparameters and more. Methods from algebraic topology have only re-
cently emerged in the machine learning community, most prominently under the
term Topological Data Analysis (TDA). Since TDA enables us to infer relevant
topological and geometrical information from data, it can offer a novel and poten-
tially beneficial perspective on various machine learning problems [5].

Here we will analyze the main types of neural networks devised in recent years
and the tasks in which they outperformed the state of the art models.

1.2.1 Convolutional Neural Networks (CNNs)
In deep learning, a Convolutional Neural Network (CNN, or ConvNet) is a class
of artificial neural network, most commonly applied to analyze visual imagery.
They are also known as shift invariant or space invariant artificial neural networks,
based on the shared-weight architecture of the convolution kernels or filters that
slide along input features and provide translation equivariant responses known as
feature maps.

CNNs are regularized versions of multilayer perceptrons. Multilayer percep-
trons usually mean fully connected networks, that is, each neuron in one layer is
connected to all neurons in the next layer. A fully connected architecture is ineffi-
cient when it comes to processing image data: for an average image with hundreds
of pixels and three channels, a traditional neural network will generate millions
of parameters, which can lead to overfitting; the model would be very computa-
tionally intensive and it may be difficult to interpret results, debug and tune the

https://spark.apache.org/
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model to improve its performance. Unlike a fully connected neural network, in
a CNN the neurons in one layer do not connect to all the neurons in the next
layer. Rather, a convolutional neural network uses a three-dimensional structure3,
where each set of neurons analyzes a specific region or “feature” of the image.
CNNs filter connections by proximity (pixels are only analyzed in relation to pix-
els nearby), making the training process computationally achievable. This means
that a CNN takes advantage of the hierarchical pattern in data and assembles pat-
terns of increasing complexity using smaller and simpler patterns embossed in the
filters.
For mathematical purposes, a convolution is the integral measuring how much
two functions overlap as one passes over the other. You can think of a convolu-
tion as a way of mixing two functions by multiplying them. With image analysis,
the static, underlying function is the input image being analyzed, and the second
mobile function is known as the filter, because it picks up a signal or feature in
the image. The two functions relate through multiplication. CNNs take multiple
filters over a single image, each one picking up a different signal. The filter is
moved (e.g, a vertical-line-recognizing filter) over the actual pixels of the image,
looking for matches. Each time a match is found, it is mapped onto a feature space
particular to that visual element.

Convolutional neural networks were first introduced in the 1980s by Yann Le-
Cun [6]. The idea of CNNs was based on the work done by Kunihiko Fukushima,
a Japanese scientist who, a few years earlier, had invented the neocognitron, a very
basic image recognition neural network [7]. In particular, CNNs were inspired by
biological processes in that the connectivity pattern between neurons resembles
the organization of the animal visual cortex. Individual cortical neurons respond
to stimuli only in a restricted region of the visual field known as the receptive field.
The receptive fields of different neurons partially overlap such that they cover the
entire visual field.

A simple CNN is a sequence of layers which transform one volume of acti-
vations to another through a differentiable function. We use three main types of
layers to build a CNN architecture (see fig.1.3): Convolutional Layer, Pooling
Layer, and Fully-Connected Layer.

- Convolutional Layer
The convolutional layer parameters consist of a set of learnable filters. Every fil-
ter is small spatially (along width and height), but extends through the full depth
of the input volume. During the forward pass, we convolve each filter across the

3The layers of a CNN have neurons arranged in 3 dimensions: width, height, depth (note that
the word depth here refers to the third dimension of an activation volume, not to the depth of a full
neural network, which can refer to the total number of layers of the network).



CHAPTER 1. DEEP LEARNING 12

width and height of the input volume and compute dot products between the en-
tries of the filter and the input at any position. As we slide the filter over the width
and height of the input volume we will produce a 2-dimensional activation map
that gives the responses of that filter at every spatial position. Intuitively, the net-
work will learn filters that activate when they see some type of visual feature such
as an edge of some orientation or a blotch of some color on the first layer, or even-
tually entire honeycomb or wheel-like patterns on higher layers of the network.
At the end, we will have an entire set of filters in each CONV layer, and each of
them will produce a separate 2-dimensional activation map. We will stack these
activation maps along the depth dimension and produce the output volume.
When dealing with high-dimensional inputs such as images, it is impractical to
connect neurons to all neurons in the previous volume. Instead, we will connect
each neuron to only a local region of the input volume. The spatial extent of this
connectivity is a hyperparameter called the receptive field of the neuron (equiv-
alently this is the filter size). The extent of the connectivity along the depth axis
is always equal to the depth of the input volume. It is important to emphasize
the asymmetry in how we treat the spatial dimensions (width and height) and the
depth dimension: the connections are local in space (along width and height), but
always full along the entire depth of the input volume.
We have explained the connectivity of each neuron in the CONV Layer to the
input volume, but we have not yet discussed how many neurons there are in the
output volume or how they are arranged. Three hyperparameters control the size
of the output volume: depth, stride and zero-padding. We discuss these next:

1. The depth corresponds to the number of filters we would like to use, each
learning to look for something different in the input. For example, if the
first convolutional layer takes as input the raw image, then different neu-
rons along the depth dimension may activate in presence of various oriented
edges, or blobs of color.

2. We must specify the stride with which we slide the filter. When the stride
is 1 then we move the filters one pixel at a time. When the stride is 2 (or
uncommonly 3 or more, though this is rare in practice) then the filters jump
2 pixels at a time as we slide them around. This will produce smaller output
volumes spatially.

3. Sometimes it will be convenient to pad the input volume with zeros around
the border. The size of this zero-padding is a hyperparameter. The nice
feature of zero padding is that it will allow us to control the spatial size of
the output volumes.

- Pooling Layer
It is common to periodically insert a Pooling layer in-between successive CONV
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layers in a CNN architecture. Its function is to progressively reduce the spatial size
of the representation to reduce the amount of parameters and computation in the
network, and therefore to control overfitting as well. The Pooling Layer operates
independently on every depth slice of the input and resizes it spatially, using the
MAX operation (max pooling). The most common form is a pooling layer with
filters of size 2x2 applied with a stride of 2; it downsamples every depth slice in
the input by 2 along both width and height, discarding 75% of the activations.
Every MAX operation would in this case be taking a max over 4 numbers (little
2x2 region in some depth slice). The depth dimension remains unchanged.
In addition to max pooling, the pooling units can also perform other functions,
such as average pooling or even L2-norm pooling. Average pooling was often
used historically but has recently fallen out of favor compared to the max pooling
operation, which has been shown to work better in practice4.

Figure 1.3: Types of layers in a Convolutional Neural Network. Convolutional and Pooling layers
are reserved for feature extraction, while Fully-Connected layers process the information obtained
and return the result in output.

CNNs use relatively little pre-processing compared to other image classifica-
tion algorithms. This means that the network learns to optimize the filters (or
kernels) through automated learning, whereas in traditional algorithms these fil-
ters are hand-engineered. This independence from prior knowledge and human
intervention in feature extraction is a major advantage.

There are various architectures of CNNs available which have been key in
building very powerful algorithms. The most common of them are: LeNet (named
after LeCun), AlexNet, VGGNet, GoogLeNet, ResNet, ZFNet.

4Many people dislike the pooling operation and think that we can get away without it. For
example, ‘Striving for Simplicity: The All Convolutional Net’ [8] proposes to discard the pooling
layer in favor of an architecture that only consists of repeated CONV layers. To reduce the size
of the representation they suggest using larger stride in CONV layer once in a while. Discarding
pooling layers has also been found to be important in training good generative models, such as
variational autoencoders (VAEs) or generative adversarial networks (GANs). It seems likely that
future architectures will feature very few to no pooling layers.
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1.2.2 Residual Neural Networks (ResNets)
Much of the success of Deep Neural Networks has been accredited to the use of
additional layers. The intuition behind their function is that these layers progres-
sively learn more complex features.
The most common form of a CNN architecture stacks a few CONV-RELU layers,
follows them with POOL layers, and repeats this pattern until the image has been
merged spatially to a small size. At some point, it is common to pass to fully-
connected layers. Therefore, with this type of architecture we have that the first
layer learns edges, the second layer learns shapes, the third layer learns objects,
the fourth layer learns eyes, and so on. Anyway, He et al. [9] empirically showed
that there is a maximum threshold for depth with the traditional CNN model. In
particular, evidence showed that the best ImageNet5 models using convolutional
and fully-connected layers typically contain between 16 and 30 layers.

Amongst the many theories explaining why deeper networks fail to perform
better than their shallow counterparts (vanishing gradient problem6, etc.), it is
sometimes better to look for empirical results for explanation and work backwards
from there. The problem of training very deep networks has been alleviated with
the introduction of a new type of layer - the Residual Block (fig.1.4).

Figure 1.4: Residual learning: a building block.

The most important modification this new layer introduces is the ‘Skip Connec-
tion’, identity mapping. This identity mapping does not have any parameters and

5ImageNet is an image database organized according to the WordNet hierarchy (currently only
the nouns), in which each node of the hierarchy is depicted by hundreds and thousands of images.
The project has been instrumental in advancing computer vision and deep learning research. The
data is available for free to researchers for non-commercial use.

6Vanishing Gradient problem: as the gradient is back-propagated to earlier layers, repeated
multiplication may make the gradient infinitively small. As a result, as the network goes deeper,
its performance gets saturated or even starts degrading rapidly.
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is just there to add the output from the previous layer to the layer ahead. However,
sometimes x and F(x) will not have the same dimension (recall that a convolution
operation typically shrinks the spatial resolution of an image). The identity map-
ping is multiplied by a linear projection W to expand the channels of shortcut to
match the residual. This allows for the input x and F(x) to be combined as input
to the next layer:

y = F (x,Wi) +Ws x (1.3)

theWs term can be implemented with 1x1 convolutions, this introduces additional
parameters to the model. The Skip Connections between layers add the outputs
from previous layers to the outputs of stacked layers. This results in the ability to
train much deeper networks than what was previously possible.

In summary, the use of “identity shortcut connections” implies that stacking
layers should not degrade the network performance, because we could simply
stack identity mappings (layers that do nothing) upon the current network, and
the resulting architecture would perform the same. This indicates that the deeper
model should not produce a training error higher than its shallower counterparts7.

1.2.3 Recurrent Neural Networks (RNNs) and LSTMs
Recurrent neural networks (based on David Rumelhart’s work in 1986 [4]), of
which LSTMs (“Long Short-Term Memory” units, invented by Hochreiter and
Schmidhuber in 1997 [10]) are the most powerful and well known subset, are a
type of artificial neural network designed to recognize patterns in sequences of
data, such as numerical times series data emanating from sensors, stock markets
and government agencies, also including text, genomes, handwriting and the spo-
ken word, etc.. What differentiates RNNs and LSTMs from other neural networks
is that they make use of an internal memory to account for time and sequence
(they have a temporal dimension).
Research shows them to be one of the most powerful and useful types of neu-
ral network, although recently they have been surpassed in language tasks by the
attention mechanism, transformers and memory networks. RNNs are applicable
even to images, which can be decomposed into a series of patches and treated
as a sequence (confirming this, CNNs also find application in the analysis of se-
quences).

7ResNet was not the first to make use of shortcut connections, the Highway Network introduced
gated shortcut connections. These parameterized gates control how much information is allowed
to flow across the shortcut. A similar idea can be found in the Long Term Short Memory (LSTM)
cell, in which there is a parameterized forget gate that controls how much information will flow to
the next time step. Therefore, ResNet can be thought of as a special case of Highway Network.
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Recurrent networks take as their input not just the current input example they
see, but also what they have perceived previously in time. In fact, the decision
a recurrent net reached at time step t − 1 affects the decision it will reach one
moment later at time step t. So recurrent networks have two sources of input, the
present and the recent past, which combine to determine how they respond to new
data (see fig.1.5).

Recurrent networks are distinguished from feedforward networks by the feed-
back loop connected to their past decisions. It is often said that recurrent networks
have memory: there is information in the sequence itself and recurrent networks
use it to perform tasks that feedforward networks can not cope with. The se-
quential information is preserved in the recurrent network hidden state, which
manages to span many time steps as it cascades forward to affect the process-
ing of each new example; it finds correlations between events separated by many
moments, and these correlations are called “long-term dependencies”, because an
event downstream in time depends upon, and is a function of, one or more events
that came before. One way to think about RNNs is this: they are a way to share
weights over time.

Figure 1.5: An unrolled RNN. Each step is identified by a timestamp, what we propagate from
one step to the next is the current state. First, it takes the X0 from the sequence of input and then
it outputs h0, which together with X1 is the input for the next step. So, h0 and X1 represent the
input for the next step. Similarly, h1 from the next is the input with X2 for the next step and so
on. This way, the RNN keeps remembering the context while training.

Anyway, like most neural networks, RNN are quite old and, when the vanish-
ing gradient problem emerged in the early 1990s, they faced a serious obstacle to
their performance. Backpropagation in neural networks moves backward from the
final error through the outputs, weights and inputs of each hidden layer, assigning
those weights responsibility for a portion of the error by calculating their partial
derivatives; those derivatives are then used by our learning rule, gradient descent,
to adjust the weights up or down, whichever direction decreases error. Because
the layers and time steps of deep neural networks relate to each other through mul-
tiplication, derivatives are susceptible to vanishing or exploding. The exploding
gradient problem can be overcome with the Truncated BPTT, while the vanishing
gradient problem is typically addressed with ReLU activation function or LSTM.
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Recurrent networks can rely on an extension of backpropagation called backprop-
agation through time, or BPTT. Time, in this case, is simply expressed by a well-
defined, ordered series of calculations linking one time step to the next, which is
all backpropagation needs to work. Truncated BPTT is an approximation of full
BPTT that is preferred for long sequences, since full BPTT forward/backward cost
per parameter update becomes very high over many time steps. The downside is
that the gradient can only flow back so far due to that truncation, so the network
can not learn dependencies that are as long as in full BPTT.
The LSTMs were proposed precisely to solve the vanishing gradient problem.
LSTMs help to preserve the error that can be backpropagated through time and
layers. By maintaining a more constant error, they allow recurrent nets to con-
tinue to learn over many time steps (over 1000), thereby opening a channel to link
causes and effects remotely. This is one of the central challenges to machine learn-
ing and AI, since algorithms are frequently confronted by environments where re-
ward signals are sparse and delayed.
LSTMs contain information outside the normal flow of the recurrent network in
a gated cell. Information can be stored in, written to, or read from a cell, much
like data in a computer memory. The cell makes decisions about what to store,
and when to allow reads, writes and erasures, via gates that open and close (see
fig.1.6). Unlike the digital storage on computers, however, these gates are analog,
implemented with element-wise multiplication by sigmoids, which are all in the
range of 0-1. Analog has the advantage over digital of being differentiable, and
therefore suitable for backpropagation. Those gates act on the signals they receive,
and similar to the neural network nodes, they block or pass on information based
on its strength and importance, which they filter with their own sets of weights.
Those weights, like the weights that modulate input and hidden states, are adjusted
via the recurrent networks learning process. That is, the cells learn when to allow
data to enter, leave or be deleted through the iterative process of making guesses,
backpropagating error, and adjusting weights via gradient descent.

Therefore, the LSTM is capable of dealing with more complex problems than
the RNN by keeping a constant flow of error throughout the backpropagation from
cell to cell. With the LSTM there is a certain degree of complexity where the net-
work stops being able to learn, generally it goes to the thousand time steps before
it happens which is already pretty good. Anyway, this is leading to a gradual phase
out of the LSTM as problems become more ambitious in favour of a newer net-
work called Transformer or BERT (Bidirectional Encoder Representations from
Transformers).
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Figure 1.6: LSTM scheme. In the LSTM network three gates are present: Input gate, to discover
which value from input should be used to modify the memory; Forget gate, to discover what details
to be discarded from the block; Output gate, where the input and the memory of the block are used
to decide the output.

1.2.4 Autoencoders
The idea of autoencoders has been part of the historical landscape of neural net-
works for decades, starting from the 1980s, and their authorship is not uniquely
recognized.
Autoencoders are a specific type of neural networks where the input is the same
as the output. They are used for unsupervised learning purposes to discover un-
derlying correlations among data and represent data in a smaller dimension. In
particular, the autoencoders frame unsupervised learning problems as supervised
learning problems to train a neural network model: they compress the input into
a lower-dimensional code and then reconstruct the output from this representa-
tion, the code is a compact “summary” or “compression” of the input, also called
the latent-space representation. So, an autoencoder consists of three components:
encoder, code and decoder. The encoder compresses the input and produces the
code, the decoder then reconstructs the input only using this code (see fig.1.7).
The target of this model is such that the Input is equivalent to the Reconstructed
Output. To achieve this we minimize a loss function named Reconstruction Loss.
Basically, Reconstruction Loss is given by the error between the input and the
reconstructed output. It is usually given by the Mean Square error or Binary
Crossentropy between the input and reconstructed output (Binary Crossentropy
is used if the data is binary).

The number of nodes in the code layer (code size) is a hyperparameter that
we set before training the autoencoder. Increasing this hyperparameter will let the
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input data encoded data reconstructed data

Encoder
Decoder

Figure 1.7: Autoencoder scheme. The encoder is the part of the network which takes in the input
and produces a lower Dimensional encoding. The bottleneck is the lower dimensional hidden
layer where the encoding is produced (the encoding produced by the encoder layer has a lower-
dimensional representation of the data and shows several interesting complex relationships among
data). The decoder takes in the encoding and recreates back the input.

autoencoder to learn more complex codings, but we should be careful to not make
it too powerful because otherwise the autoencoder will simply learn to copy its
inputs to the output, without learning any meaningful representation (it will just
mimic the identity function: the autoencoder will reconstruct the training data per-
fectly, but it will be overfitting without being able to generalize to new instances).
This is why we prefer a stacked architecture where the number of nodes per layer
decreases with each subsequent layer of the encoder and increases back in the de-
coder (also the decoder is symmetric to the encoder in terms of layer structure),
and deliberately keep the code size small.
Another way to force the autoencoder to learn useful features is adding random
noise to its inputs and making it recover the original noise-free data. This way
the autoencoder can not simply copy the input to its output because the input also
contains random noise. We are asking it to subtract the noise and produce the
underlying meaningful data. This is called a denoising autoencoder.
A third method consists in using regularization. We can regularize the autoen-
coder by using a sparsity constraint such that only a fraction of the nodes would
have nonzero values, called active nodes; in particular, we add a penalty term
to the loss function such that only a fraction of the nodes become active. This
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forces the autoencoder to represent each input as a combination of small number
of nodes, and demands it to discover interesting structure in the data. This method
works even if the code size is large, since only a small subset of the nodes will be
active at any time.

Autoencoders have some important properties: autoencoders are data-specific,
indeed they are only able to meaningfully compress data similar to what they have
been trained on (since they learn features specific for the given training data, they
are different than a standard data compression algorithm); autoencoders are lossy,
because their output will not be exactly the same as the input, it will be a close
but degraded representation; autoencoders are unsupervised, they are considered
an unsupervised learning technique since they do not need explicit labels to train
on (to be more precise they are self-supervised because they generate their own
labels from the training data).
As a compression method, autoencoders do not perform better than their alterna-
tives (for example jpeg does photo compression better than an autoencoder), but
they have three common use cases though:

• Data denoising: the Denoising Autoencoder (DAE) approach is based on
the addition of noise to the input image to corrupt the data and to mask
some of the values, which is followed by image reconstruction. During the
image reconstruction, the DAE learns the input features resulting in overall
improved extraction of latent representations. It is immediate to understand
the utility of this approach in the case of noisy data, in which the reconstruc-
tion of the signal, and in general the improvement of the signal-to-noise
ratio, is crucial.

• Dimensionality reduction: t-SNE is the most commonly used method in
high-dimensional data visualization but struggles with large number of di-
mensions (typically above 32); autoencoders are used as a preprocessing
step to reduce the dimensionality, and this compressed representation is
used by t-SNE to visualize the data in 2D space.

• Variational Autoencoders (VAE): this is a more modern and complex use-
case of autoencoders; VAE learns the parameters of the probability distri-
bution modeling the input data, instead of learning an arbitrary function in
the case of vanilla autoencoders. By sampling points from this distribution
we can also use the VAE as a generative model.
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1.2.5 Generative Adversarial Networks (GANs)
Generative Adversarial Networks (GANs) were introduced in 2014 by Ian J. Good-
fellow and co-authors [11] and belong to the set of generative models: it means
that they are able to produce/generate new content. Generative modeling is an
unsupervised learning task in machine learning that involves automatically dis-
covering and learning the regularities or patterns in input data in such a way that
the model can be used to generate or output new examples that plausibly could
have been drawn from the original dataset. Nevertheless, GANs have also proven
useful for semi-supervised learning, fully supervised learning, and reinforcement
learning.
GANs are a clever way of training a generative model by framing the problem
as a supervised learning problem with two sub-models: the generator model that
we train to generate new examples, and the discriminator model that tries to clas-
sify examples as either real (from the domain) or fake (generated by the generator
model). The two models are trained together in a zero-sum game8, adversarial,
until the discriminator model is fooled about half the time, meaning the generator
model is generating plausible examples (see fig.1.8).

The generator model takes a fixed-length random vector as input and generates
a sample in the domain; the vector is used to seed the generative process. After
training, points in this multidimensional vector space will correspond to points in
the problem domain, forming a compressed representation of the data distribution.
This vector space is referred to as a latent space, or a vector space comprised of
latent variables. A latent space provides a compression or high-level concepts of
the observed raw data such as the input data distribution. In the case of GANs,
the generator model applies meaning to points in a chosen latent space, such that
new points drawn from the latent space can be provided to the generator model as
input and used to generate new and different output examples9.
The discriminator is a normal (and well understood) classification model, in fact
it predicts a binary class label of real or fake (generated).
After each batch of samples the discriminator is updated to get better at discrim-
inating real and fake samples, and importantly, the generator is updated based on
how well, or not, the generated samples fooled the discriminator. In this way, the
two models are competing against each other, they are adversarial in the game

8In game theory and economic theory, a zero-sum game is a mathematical representation of a
situation in which an advantage that is won by one of two sides is lost by the other. If the total
gains of the participants are added up, and the total losses are subtracted, they will sum to zero.

9Sometimes, the generator can be repurposed as it has learned to effectively extract features
from examples in the problem domain. Some or all of the feature extraction layers can be used in
transfer learning applications using the same or similar input data.
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theory sense, and are playing a zero-sum game.

sampling from 
Latent Space

Generator

fake samples

real samples
Discriminator

Binary
classification

0/1

update network weights

Figure 1.8: Example of the Generative Adversarial Network model architecture. The generator
produces fake samples, given a noise vector from the latent space. The discriminator takes real
samples from the training set and fake samples as input and classifies them as fake (0) or real (1).
Depending on the outcome, the network weights of the generator and discriminator are updated.
When the training converges, the generator improves and generates fake images that look like
images from the training dataset (the discriminator model is fooled about half the time).

GANs are an exciting and rapidly changing field, delivering on the promise of
generative models in their ability to generate realistic examples across a range of
problem domains.
In complex domains or domains with a limited amount of data, generative mod-
eling provides a path towards more training for modeling; GANs have seen much
success in this use case in domains such as deep reinforcement learning. There are
many research reasons why GANs are interesting, important, and require further
study; some of them are: their successful ability to model high-dimensional data,
handle missing data, and the capacity to provide multi-modal outputs or multi-
ple plausible answers. Perhaps the most compelling application of GANs is in
conditional GANs (where the input, the random vector from the latent space, is
provided with (conditioned by) some additional input) for tasks that require the
generation of new examples. Here, Goodfellow himself indicates three main ex-
amples: Image Super-Resolution, Creating Art, Image-to-Image Translation.

1.3 Dealing with uncertainty
It is by deepening and improving the networks we have just seen that new methods
have emerged, in addition to those already mentioned, to make a model more and
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more robust and reliable: for example, in the case of images, there is data augmen-
tation10; in general, coupled to many layers there are batch normalization layers11;
other types of architectures that seek to correct and improve the approach of pre-
vious models, like Capsule Networks and Deep Belief Networks; etc .. However,
all these architectures have as common point the absence of uncertainty manage-
ment/consideration, which constitutes one of the greatest weaknesses of neural
networks (the only exception we have mentioned so far is given by the Variational
Autoencoder, and in fact the variational approach will be crucial in the discussion
that we will make in the following lines).
Indeed, the drawback of standard deep learning is that neural networks compute
point estimates of their parameters and therefore they are incapable of correctly
assessing the uncertainty related to the data (aleatoric uncertainty) or to the model
itself (epistemic uncertainty), in fact they make overly confident decisions about
the correct class, prediction or action to take, even if the sample is very far from
the training data that we have provided to the network. Hence, the purpose of
Bayesian neural networks is to use probability theory to express all forms of un-
certainty, specially in the prediction phase. The advantage is clear in areas where
decision making plays a fundamental role.
To be more specific, a Probabilistic Neural Network handles the aleatoric uncer-
tainty by placing a probability distribution (whose parameters can be learned) on
the output, while a Bayesian Neural Network handles the epistemic uncertainty
by introducing a probability distribution over the parameters (the weights or both
weights and biases) of the hidden layers of the network. The combination of these
two aspects leads to Probabilistic Bayesian Neural Networks [12].

In order to continue with the discussion, it is necessary to clarify the concepts
of aleatoric and epistemic uncertainty:

• Aleatoric uncertainty is due to irreducible noise in the data, or to the stochas-
tic nature of the process generating the data. Probabilistic models allow you

10Data augmentation in data analysis are techniques used to increase the amount of data by
adding slightly modified copies of already existing data or newly created synthetic data from ex-
isting data. It acts as a regularizer and helps reduce overfitting when training a machine learning
model. It is closely related to oversampling in data analysis. When using deep learning in image
classification, data augmentation consists in: geometric transformations, flipping, color modifica-
tion, cropping, rotation, noise injection and random erasing.

11Batch normalization is a method used to make artificial neural networks faster and more sta-
ble through normalization of the layers inputs by re-centering and re-scaling. Importantly, batch
normalization works differently during training and during inference: during training the layer
normalizes its output using the mean and standard deviation of the current batch of inputs; during
inference the layer normalizes its output using a moving average of the mean and standard devia-
tion of the batches it has seen during training. While the effect of batch normalization is evident,
the reasons behind its effectiveness remain under discussion.
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to describe this type of uncertainty. You always need to deal with the inher-
ent uncertainty in data if there is some randomness, meaning the observed
outcome can not be determined completely by the input.

• Epistemic uncertainty (also called parameter or model uncertainty) is the
uncertainty about the model itself and is strongly influenced by the assump-
tions we make about the input-output relationship (the main cause is the
limited size of the training data). Epistemic uncertainty occurs because it
is not possible to estimate the model parameters without any doubt. This
is because we do not have unlimited training data; usually, we only have
training data that does not cover all possible situations. The epistemic un-
certainty becomes especially important when applying prediction models to
situations not seen during the training. In regression, this is known as ex-
trapolation. As opposed to uncertainty caused by randomness, uncertainty
caused by a lack of knowledge can in principle be reduced on the basis of
additional information.

In other words, epistemic uncertainty refers to the reducible part of the (total)
uncertainty, whereas aleatoric uncertainty refers to the irreducible part. In ma-
chine learning the two sources of uncertainty are usually not distinguished and in
some cases such a distinction may appear unnecessary, but there are many exper-
iments in which the model is proved to fail on specific instances, despite being
very confident in its prediction: such models are often lacking robustness and can
easily be fooled by “adversarial examples” [13] (minor changes in input data can
cause drastic changes in the prediction). This problem has been widely observed
for images but also for other types of data, such as natural language text [14].

So, there are many sources of uncertainty in machine learning projects, of
which noise in data, incomplete coverage of the domain and imperfect models
are the best known and most widespread. Probability provides the foundation and
tools for quantifying, handling, and harnessing uncertainty in these projects, even
though it can be difficult to master at first. Anyway, it seems that the theme of
uncertainty, although well known and subject of study, is always pushed into the
background; yet the sources of uncertainty are everywhere and always present in
any field. The focus is almost exclusively on information capture, transport and
analysis; but a result loses its meaning without the error. This error must be the
effect of a meticulous research on the reasons that led to that output, in order to
give us a degree of confidence with which we can consider ourselves certain of our
prediction. This is precisely the guideline of our work, the reason that led us to the
Bayesian approach and allowed us to deepen a field that is still too unexplored.



Chapter 2

Statistical methodologies to support
Deep Learning

Time and experience have allowed the formulation of very accurate theories and
consequently of models capable of reliable predictions in almost all scientific
fields. Especially in recent years the growing ability to store and process data
has led to incredible results and upheavals in the way of doing research; how-
ever, it is equally well known that data, in order to be properly treated, requires
resources that are often inaccessible. Keeping this simple consideration in mind,
it is immediate to understand the usefulness of machine learning.

Therefore, the estimation of the model uncertainty and the techniques to re-
duce it play a fundamental role in our framework; it is in this regard that it becomes
important to introduce the Bayesian approach and show its potential. Bayesian
models provide information that you cannot get from other models, such as:

• Predictive uncertainty. Bayesian models can just predict the most likely
target value given some features, but they are also able to output probability
distributions over the expected target value. This can be very useful when
you need to know how confident your model is in its predictions.

• The ability to attribute uncertainty to different sources. As anticipated
in the previous chapter, there are several sources of uncertainty in a model,
the two main types of which are epistemic uncertainty and aleatoric uncer-
tainty. Bayesian models allow you to determine how much uncertainty is
due to each of these causes.

• The ability to inject domain knowledge into models. Priors can be used to
add domain knowledge to Bayesian models by biasing parameter posteriors
towards values which experts believe are more valid or likely.

25
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The cost of this information lies in the following disadvantages: Bayesian models
nearly always take longer to fit than non-probabilistic ones, non-Bayesian versions
of the same models; prior choices affect the result, so the outcome of a Bayesian
analysis is never really unbiased; Bayesian models are harder to debug.

Anyway, in the context of Deep Learning, this change of paradigm can lead to
remarkable considerations. For example, from a Bayesian perspective, adjusting
the complexity of the model based on the amount of training data makes no sense.
A Bayesian defines a model, selects a prior, collects data, computes the posterior,
and then makes predictions. There is no provision in the Bayesian framework for
changing the model or the prior depending on how much data was collected. If the
model and prior are correct for a thousand observations, they are correct for ten
observations as well (though the impact of using an incorrect prior might be more
serious with fewer observations). For problems where we do not expect a simple
solution, the proper Bayesian approach is therefore to use a model of a suitable
type that is as complex as we can afford computationally, regardless of the size of
the training set [15].

Considering what has been highlighted up to this point, in this thesis we de-
cided to focus on Bayesian neural networks in order to account for the problem
of uncertainty quantification, which is crucial in every application nowadays. The
theoretical workflow, which will be deepened in the following sections, is shown
in figure 2.1.

Bayesian Inference

Variational
Inference

Markov Chain
Monte Carlo

Monte Carlo
dropout

Figure 2.1: The theoretical framework used in this thesis. The highlighted boxes represent the
line of reasoning we adopted and, consequently, the steps we followed in the development of our
models.

2.1 Bayesian Inference
Bayesian inference can be seen as the main representative of probabilistic methods
and provides a coherent framework for statistical reasoning that is well-established
in machine learning (and beyond).
The main idea of the Bayesian approach in the field of Deep Learning is that each
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weight (or each weight and bias) is replaced by a distribution. It is not unusual for
this distribution to be quite complicated, moreover it is not independent among
different weights. An approach to handle the level of complexity is given by the
Variational Inference method, which states that the complicated posterior distri-
butions of the weights are approximated by a simple distribution called variational
distribution.

In the general inference problem observed data D is used to infer the value of
latent variables, which in our case are the parameters θ (weights and biases) of the
hidden layers, following the well-known Bayes rule to update the prior belief:

• posterior

p(θ|D) =
p(D|θ) p(θ)

p(D)
(2.1)

• predictive distribution of output y∗ given a new input x∗

p(y∗|x∗, D) =

∫
p(y∗|x∗, θ) p(θ|D) dθ (2.2)

Therefore, instead of getting a single value for the output y∗, we obtain a dis-
tribution; the distribution is obtained by practically sampling from the posterior
many times, this can be seen as sampling over many neural networks with slightly
different parameters (i.e. a sort of ensemble method).

Anyway, exact inference is intractable, because of the presence of high- di-
mensional integrals which are too complex to be solved analytically; so we need
to approximate the posterior and this is where Variational Inference comes in.
The best tools would be the Markov Chain Monte Carlo (MCMC) algorithms, but
these methods are not scalable for modern applications and massive datasets (this
is the reason that made them less popular for Bayesian Deep Learning).

2.1.1 Variational Inference
The idea of Variational Inference is to approximate the posterior p(θ|D) with a
simpler distribution from a variational family of distributions qλ(θ) parametrized
by λ; the goal is to make this approximate posterior as close as possible to the
actual posterior and, thus, to minimize the Kullback-Leibler (KL) divergence
between the approximate posterior qλ(θ) and the actual posterior p(θ|D) with
respect to λ: min KL[qλ(θ)||p(θ|D)]. The two bars indicate that the KL di-
vergence is asymmetric, the two probability distributions do not have the same
role. Moreover, it can be shown that if we calculate KL[qλ(θ)||p(θ|D)] and not
KL[p(θ|D)||qλ(θ)] the divergence we need to compute is between the variational
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distribution and the prior distribution, which is known.
Starting with the definition of KL divergence

KL[qλ(θ)||p(θ|D)] =

∫
qλ(θ) log

qλ(θ)

p(θ|D)
dθ , (2.3)

using the definition of conditional probability, the fact that log(p(D)) does not
depend on θ and qλ(θ) is a probability density, we get to minimize

KL[qλ(θ)||p(θ|D)] = log(p(D))−
∫
qλ(θ) log

p(θ,D)

qλ(θ)
dθ . (2.4)

The first term does not depend on the variational parameter λ; therefore, all we
need to minimize is the second term, and the optimal value λ∗ is

λ∗ = argmin
{
−
∫
qλ(θ) log

p(θ,D)

qλ(θ)
dθ

}
; (2.5)

using the definition of conditional probability again, p(θ,D) = p(D|θ) p(θ), and
the rules of logarithm, we get

λ∗ = argmin
{∫

qλ(θ) log
qλ(θ)

p(θ)
dθ −

∫
qλ(θ) log(p(D|θ)) dθ

}
. (2.6)

The quantity in parentheses can be rewritten as

KL[qλ(θ)||p(θ)]− Eqλ [log(p(D|θ))] , (2.7)

which, except for a sign, is also known as negative variational free energy or
evidence lower bound (ELBO).
The first term is again a KL divergence, but this time it is between qλ(θ) and p(θ);
in BNN the prior is usually chosen to be around zero, so this term ensures that the
distribution qλ(θ) is centered at small values (for this reason we also call this first
term a regularizer). The second term is the averaged Negative Log Likelihood
(NLL), the average is taken over different values of θ, which are drawn from
qλ(θ). Hence, what we do while training a BNN with VI approach is to minimize a
quantity which measures how well samples from approximate posterior qλ explain
data (reconstruction cost) and ensures that the posterior does not deviate too much
from our prior belief (penalises complexity).

Typically, for reasons of computational tractability, a mean-field approxima-
tion is used: the approximating posterior is factorized into independent distri-
butions for each layer; it is fair to point out that this approach has led to many
discussions in the literature, however it has found excellent results with neural
networks with at least two hidden layers, i.e. the minimum number to be able to
call them deep neural networks [16].
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2.2 Dropout
Dropout is a regularization technique for reducing overfitting in artificial neural
networks by preventing complex co-adaptations on training data; the term dropout
refers to randomly “dropping out”, or omitting, units during the training process
of a neural network. It consists in ‘switching on/off’ a neuron with probability
1− p and p, respectively.
Heuristically, when we dropout different sets of neurons, it is rather like we are
training different neural networks; thus the dropout procedure is like averaging the
effects of a very large number of different networks. It is well known that com-
bining the predictions of many different models is a very successful way to reduce
test errors, but it appears to be too expensive for big neural networks that already
take several days to train; so, dropout technique represents a very efficient version
of models combination. A related heuristic explanation for dropout is given in
one of the earliest papers to use the technique: “This technique reduces complex
co-adaptations of neurons, since a neuron cannot rely on the presence of particular
other neurons. It is, therefore, forced to learn more robust features that are useful
in conjunction with many different random subsets of the other neurons.” [17]. In
other words, if we think of our network as a model which is making predictions,
then we can think of dropout as a way of making sure that the model is robust to
the loss of any individual piece of evidence.

Therefore, the dropout basically consists in switching-off some neurons at
each training step. At each step, a different set of neurons are switched off. Math-
ematically speaking, each neuron has some probability p of being ignored, called
the dropout rate. The dropout rate is typically set to be between 0 (no dropout)
and 0.5 (approximately 50% of all neurons will be switched off). The exact value
depends on the network type, layer size, and the degree to which the network
overfits the training data.
There are two main explanation for the use and the effectiveness of dropout:

1. As mentioned a few lines above, the information spreads out more evenly
across the network. Thinking about a single neuron somewhere inside the
network, there are a couple of other neurons that provide it with inputs; with
dropout each of these input sources can disappear at any time during train-
ing, hence, our neuron cannot rely on one or two inputs only, it has to spread
out its weights and pay attention to all inputs. As a result, it becomes less
sensitive to input changes which results in the model generalizing better.

2. Since in every training iteration you randomly sample the neurons to be
dropped out in each layer (according to that layer dropout rate), a different
set of neurons are being dropped out each time. Hence, each time the model
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architecture is slightly different and you can think of the outcome as an
averaging ensemble of many different neural networks, each trained on one
batch of data only. This is very important from the point of view of the
Monte Carlo Dropout approach.

2.2.1 Monte Carlo Dropout
In 2016 Gal and Ghahramani proved a strong connection between Monte Carlo
dropout and Variational Inference [18]. They reparameterized the approximate
variational distribution qλ(θ) to be non-Gaussian and thus more similar to the
Bernoulli distribution of the dropout approach; it can be seen that the two consid-
ered cost functions and, in particular, the two terms which form the cost functions
play the same roles: in addition to the minimization of a loss function, the regu-
larization term introduced with MC dropout corresponds to the Kullback-Leibler
term of the Variational Inference. As a result, optimizing a neural network with
dropout is equivalent to a form of approximate Bayesian inference.

As for all Bayesian models, the predictive distribution is retrieved by av-
eraging over the weights distribution. Modeling uncertainty with Monte Carlo
dropout works by running multiple forward passes trough the model with a differ-
ent dropout mask every time, in fact the unusual aspect lies in keeping the dropout
active even in the prediction phase. Given a new sample x, we collect the pre-
dictions of T inferences with different dropout masks. By computing the average
and the variance of these predictions we obtain an estimate of the mean and the
uncertainty of the posterior distribution. So, to estimate the predictive mean and
predictive uncertainty we simply collect the results of stochastic forward passes
through the model. Moreover, these forward passes can be performed simultane-
ously, resulting in constant running time identical to that of standard dropout.

Differences and similarities between the two approaches are shown in figure
2.2.

Therefore, a neural network with arbitrary depth and non-linearities, with
dropout applied before every weight layer, is mathematically equivalent to an ap-
proximation of a Bayesian model. This interpretation might offer an explanation
to some of dropout key properties, such as its robustness to overfitting, and allows
to easily reason about uncertainty in deep learning; but, above all, Monte Carlo
dropout is the key to introduce the Bayesian machinery into existing deep learning
frameworks.
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Figure 2.2: Realizations of different networks for T different runs. In each run, the input is the
same, and the values of the edges are sampled according to their distributions. On the right,
one edge of the network is picked, showing its distribution. In the non-Bayesian approach all
realized NNs are the same, in the VI-Bayesian approach the values of the edges are sampled from
Gaussians, in the MC dropout approach the values of edges come from binary distributions [12].

2.3 Dropout as a Bayesian approximation
In the paper of Gal and Ghahramani it is shown, in particular, that the use of
dropout (and its variants) in neural networks can be interpreted as a Bayesian
approximation of a well known probabilistic model: the Gaussian Process (GP).
Now we will give the concepts and the fundamental mathematical steps to prove
this connection.
It has long been known that infinitely wide (single hidden layer) neural networks
with distributions placed over their weights converge to Gaussian Processes [15,
19], but this connection is given through a limit argument that does not allow us
to translate properties from the Gaussian Process to finite neural networks easily.
The key is in showing that the dropout objective minimizes the Kullback-Leibler
divergence between an approximate distribution and the posterior of a Gaussian
Process.

2.3.1 Background
We review dropout, the Gaussian process model, and approximate variational in-
ference quickly. These tools will be used to prove the link between Bayesian
Inference and Monte Carlo Dropout.
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Dropout

Now we briefly recall how dropout can be applied in a neural network with a single
hidden layer. We consider a neural network which takes in input U dimensional
vectors, has K hidden units and outputs V dimensional vectors. Given that W1

and W2 are the weight matrices connecting the first layer to the hidden layer and
connecting the hidden layer to the output layer respectively, these linearly trans-
form the layers inputs before applying some element-wise non-linearity σ(·). b is
the bias vector which shifts the input of the non-linearity. Thus W1 is a U × K
matrix, W2 is aK×V matrix, and b is aK dimensional vector. A standard neural
network would output ŷ = σ(xW1 + b)W2, given some input x.
Dropout is applied by sampling two binary vectors z1, z2 of dimensions U and K
respectively. The elements of the vectors are distributed according to a Bernoulli
distribution with some parameter pi ∈ [0, 1] for i = 1, 2. Thus z1,u ∼ Bernoulli(p1)
for u = 1, ..., U , and z2,k ∼ Bernoulli(p2) for k = 1, ..., K. Given an in-
put x, (1 − p1) proportion of the elements of the input are set to zero: x ◦ z1
where ◦ signifies the Hadamard product. The output of the first layer is given by
σ((x ◦ z1)W1 + b) ◦ z2, which is linearly transformed to give the dropout model
output ŷ = (σ((x ◦ z1)W1 + b) ◦ z2)W2. This is equivalent to multiplying the
weight matrices by the binary vectors to zero out entire rows:

ŷ = σ(x(z1W1) + b)(z2W2) . (2.8)

To use the neural network model for regression we might use the Euclidean loss

E =
1

2N

N∑
n=1

||yn − ŷn||22 , (2.9)

where {y1, ...,yN} are N observed outputs, and {ŷ1, ..., ŷN} being the outputs of
the model with corresponding observed inputs {x1, ...,xN}.
To use the model for classification, predicting the probability of x being classified
with label 1, ..., V , we pass the output of the model ŷ through an element-wise
softmax function to obtain normalized scores: p̂nv = exp (ŷnv) / (

∑
v′ exp (ŷnv′)).

Taking the log of this function results in a softmax loss,

E = − 1

N

N∑
n=1

log (p̂n,cn) (2.10)

where cn ∈ [1, ..., V ] is the observed class for input n.
During optimisation a regularisation term is often added. We often use L2 regu-
larisation weighted by some weight decay λ (alternatively, the derivatives might
be scaled), resulting in a minimisation objective (often referred to as cost),

Ldropout := E + λ1||W1||22 + λ2||W2||22 + λ3||b||22 . (2.11)
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We sample new realisations for the binary vectors zi for every input point and
every forward pass thorough the model (evaluating the model output), and use the
same values in the backward pass (propagating the derivatives to the parameters).
The dropped weights z1W1 and z2W2 are often scaled by 1

pi
to maintain constant

output magnitude. At test time no sampling takes place. This is equivalent to
initialising the weights Wi with scale 1

pi
with no further scaling at training time,

and at test time scaling the weights Wi by pi.
We will show that these equations arise in Gaussian process approximation as
well. But first, we introduce the Gaussian process model.

Gaussian Process

The Gaussian process (GP) is a powerful tool in statistics that allows us to model
distributions over functions. A Gaussian Process is a (potentially infinite) collec-
tion of random variables (RV) such that every finite collection of these random
variables has a multivariate normal distribution, i.e. every finite linear combina-
tion of them is normally distributed. The distribution of a Gaussian process is the
joint distribution of all those (infinitely many) random variables, and as such, it is
a distribution over functions with a continuous domain, e.g. time or space.
Given a training dataset consisting of N inputs {x1, ...,xN} and their correspond-
ing outputs {y1, ...,yN}, we would like to estimate a function y = f(x) that is
likely to have generated our observations. We denote the inputs X ∈ RN×U and
the outputs Y ∈ RN×V , where U and V are the dimensions of inputs and outputs,
respectively.
In order to find the function that is likely to have generated our data, following the
Bayesian approach we would put some prior distribution over the space of func-
tions p(f). This distribution represents our prior belief as to which functions are
more likely and which are less likely to have generated our data. We then look for
the posterior distribution over the space of functions given our dataset (X,Y):

p(f |X,Y) ∝ p(Y|X, f) p(f) (2.12)

This distribution captures the most likely functions given our observed data.
By modelling our distribution over the space of functions with a Gaussian pro-
cess we can analytically evaluate its corresponding posterior in regression tasks
(which are the ones we are interested in), and estimate the posterior in classifi-
cation tasks. In practice what this means is that for regression we place a joint
Gaussian distribution over all function values,

F|X ∼ N (0,K(X,X))

Y|F ∼ N (F, τ−1IN)
(2.13)
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with some precision hyper-parameter τ and where IN is the identity matrix with
dimensions N ×N .
For classification we sample from a categorical distribution with probabilities
given by passing Y through an element-wise softmax,

F|X ∼ N (0,K(X,X))

Y|F ∼ N (F, 0 · IN)

cn|Y ∼ Categorical

(
exp(ynd)/

(∑
d′

exp(ynd′)

)) (2.14)

for n = 1, ..., N with observed class label cn. Note that we did not simply write
Y = F because of notational convenience that can allow us to treat regression and
classification together.
To model the data we have to choose a covariance function K(X1,X2) for the
Gaussian distribution. This function defines the (scalar) similarity between ev-
ery pair of input points K(xi,xj). Given a finite dataset of size N this function
induces an N × N covariance matrix which we will denote K := K(X,X). It
can be seen that certain non-stationary covariance functions correspond to neu-
ral networks with TanH (hyperbolic tangent) or ReLU (rectified linear) activation
functions.
Evaluating the Gaussian distribution above involves an inversion of an N by N
matrix, an operation that requires O(N3) time complexity. Many approximations
to the Gaussian process result in a manageable time complexity and Variational
Inference can be used for this purpose.

2.3.2 The connection between Dropout and Bayesian statistics
We next present a variational approximation to the Gaussian process, which re-
sults in a model mathematically identical to the use of dropout in arbitrarily struc-
tured neural networks with arbitrary non-linearities.

We begin by defining our covariance function. Let σ(·) be some non-linear
function such as the rectified linear (ReLU) or the hyperbolic tangent function
(TanH). We define K(x,y) to be

K(x,y) =

∫
p(w)p(b)σ(wTx + b)σ(wTy + b) dw db (2.15)

with p(w) a standard multivariate normal distribution of dimensionality U and
some distribution p(b). It is trivial to show that this defines a valid covariance
function.
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We use Monte Carlo integration with K terms to approximate the integral above.
This results in the finite rank covariance function

K̂(x,y) =
1

K

K∑
k=1

σ(wT
k x + bk)σ(wT

k y + bk) (2.16)

with wk ∼ p(w) and bk ∼ p(b). K will be the number of hidden units in our
single hidden layer neural network approximation.
Using K̂ instead of K as the covariance function of the Gaussian process yields
the following generative model:

wk ∼ p(w) , bk ∼ p(b) ,

W1 = [wk]
K
k=1 , b = [bk]

K
k=1

K̂(x,y) =
1

K

K∑
k=1

σ(wT
k x + bk)σ(wT

k y + bk)

F|X,W1,b ∼ N (0, K̂(X,X))

Y|F ∼ N (F, τ−1IN)

(2.17)

with W1 a U ×K matrix parameterizing our covariance function.
Integrating over the covariance function parameters results in the following pre-
dictive distribution:

p(Y|X) =

∫
p(Y|F)p(F|X,W1,b)p(W1)p(b) (2.18)

where the integration is with respect to F, W1 and b.
Denoting the 1×K row vector

φ(x,W1,b) =

√
1

K
σ(WT

1 x + b) (2.19)

and theN×K feature matrix Φ = [φ(xn,W1,b)]Nn=1, we have K̂(X,X) = ΦΦT .
We rewrite p(Y|X) as

p(Y|X) =

∫
N (Y;0,ΦΦT + τ−1IN)p(W1)p(b) dW1 db , (2.20)

analytically integrating with respect to F.
The normal distribution of Y inside the integral above can be written as a joint
normal distribution over yv, the v’th columns of the N × V matrix Y, for v =
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1, ..., V . For each term in the joint distribution we introduce a K × 1 auxiliary
random variable wv ∼ N (0, IK),

N (yv; 0,ΦΦT + τ−1IN) =

∫
N (yv; Φwv,ΦΦT + τ−1IN)N (wv; 0, IK) dwv .

(2.21)
Writing W2 = [wv]

V
v=1, a K × V matrix, the above is equivalent to

p(Y|X) =

∫
p(Y|X,W1,W2,b)p(W1)p(W2)p(b) (2.22)

where the integration is with respect to W1, W2 and b (this is equivalent to the
weighted basis function interpretation of the Gaussian process, where the various
quantities are analytically integrated over).
We have re-parametrised the Gaussian Process model and marginalised over the
additional auxiliary random variables W1, W2 and b. We next approximate the
posterior over these variables with appropriate approximating variational distribu-
tions.

Our sufficient statistics are W1, W2 and b. To perform variational inference in
our approximate model we need to define a variational distribution q(W1,W2,b) :=
q(W1)q(W2)q(b). We define q(W1) to be a Gaussian mixture distribution with
two components, factorised over U :

q(W1) =
U∏
u=1

q(wu) ,

q(wu) = p1 N (mu,σ
2IK) + (1− p1) N (0,σ2IK)

(2.23)

with some probability p1 ∈ [0, 1], scalar σ > 0 and mu ∈ RK . Note that this
is a bi-modal distribution defined over each output dimensionality; as a result the
joint distribution over W1 is highly multi-modal. We put a similar approximating
distribution over W2:

q(W2) =
K∏
k=1

q(wk) ,

q(wk) = p2 N (mk,σ
2IV ) + (1− p2) N (0,σ2IV )

(2.24)

with some probability p2 ∈ [0, 1].
We put a simple Gaussian approximating distribution over b:

q(b) = N (m,σ2IK) . (2.25)
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The next step consists in evaluating the log evidence lower bound for the
task of regression, for which we optimise over the variational parameters M1 =
[mu]

U
u=1, M2 = [mk]

K
k=1 and m. To have a clearer idea of the quantity we need to

treat, we rewrite equation 2.7 as

LV I :=

∫
q(θ) log(p(Y|X, θ)) dθ − KL [q(θ)||p(θ)] . (2.26)

So, we need to evaluate the log evidence lower bound:

LGP−V I :=

∫
q(W1,W2,b) log(p(Y|X,W1,W2,b)) +

−KL [q(W1,W2,b)||p(W1,W2,b)]

(2.27)

where the integration is respect to W1, W2 and b.
For the task of regression we can rewrite the integrand as a sum:

log(p(Y|X,W1,W2,b)) =
V∑
v=1

log
(
N (yv; Φwv, τ

−1IN)
)

= −N V

2
log(2π) +

N V

2
log(τ)−

V∑
v=1

τ

2
||yv − Φwv||22 ,

(2.28)

as the output dimensions of a multi-output Gaussian Process are assumed to be
independent. Denoting Ŷ = ΦW2, we can then sum over the rows instead of the
columns of Ŷ and write

V∑
v=1

τ

2
||yv − ŷv||22 =

N∑
n=1

τ

2
||yn − ŷn||22 . (2.29)

Here ŷn = φ(xn,W1,b) W2 =
√

1
K
σ(xnW1 + b) W2, resulting in the inte-

grand

log(p(Y|X,W1,W2,b)) =
N∑
n=1

log
(
N (yn;φ(xn,W1,b) W2, τ

−1IV )
)
.

(2.30)
This allows us to write the log evidence lower bound as

N∑
n=1

∫
q(W1,W2,b) log(p(yn|xn,W1,W2,b)) +

−KL [q(W1,W2,b)||p(W1,W2,b)]

. (2.31)
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Having said that, we can proceed by reparameterizing the integrands in the sum
2.31 to not depend on W1, W2 and b directly, but instead on the standard nor-
mal distribution and the Bernoulli distribution. Let q(ε1) = N (0, IU×K) and
q(z1,u) = Bernoulli(p1) for u = 1, ..., U , and q(ε2) = N (0, IK×V ) and q(z2,k) =
Bernoulli(p2) for k = 1, ..., K. Finally, let q(ε) = N (0, IK). We write

W1 = z1(M1 + σε1) + (1− z1)σε1 ,

W2 = z2(M2 + σε2) + (1− z2)σε2 ,

b = m + σε ,

(2.32)

allowing us to re-write the sum over the integrals in the above equation as

N∑
n=1

∫
q(W1,W2,b) log(p(yn|xn,W1,W2,b)) dW1 dW2 db

=
N∑
n=1

∫
q(z1, ε1, z2, ε2, ε) log(p(yn|xn,W1(z1, ε1),W2(z2, ε2),b(ε)))

(2.33)

where each integration is over z1, ε1, z2, ε2, ε.
We estimate each integral using Monte Carlo integration with a distinct single
sample to obtain:

LGP−MC :=
N∑
n=1

log(p(yn|xn,Ŵn
1 ,Ŵ

n
2 , b̂

n)) +

− KL [q(W1,W2,b)||p(W1,W2,b)]

(2.34)

with realizations Ŵn
1 , Ŵn

2 , b̂n defined following 2.32, with ε̂n1 ∼ N (0, IU×K),
ẑn1,u ∼ Bernoulli(p1), ε̂n2 ∼ N (0, IK×V ) and ẑn2,k ∼ Bernoulli(p2). It can be
shown that, optimising the stochastic objective LGP−MC , we would converge to
the same limit as LGP−V I .
We can not evaluate the KL divergence term between a mixture of Gaussians
and a single Gaussian analytically, however we can perform Monte Carlo inte-
gration like in the above. A further approximation for large K (number of hidden
units) and small σ2 yields a weighted sum of KL divergences between the mixture
components and the single Gaussian1. Following this proposition [20], for large

1Intuitively, this is because the entropy of a mixture of Gaussians with a large enough dimen-
sionality and randomly distributed means tends towards the sum of the Gaussians volumes.
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enough K we can approximate the KL divergence term and obtain

KL[q(W1)||p(W1)] ≈ UK
(
σ2 − log(σ2)− 1

)
+
p1
2

U∑
u=1

mT
umu + C

KL[q(W2)||p(W2)] ≈ KV
(
σ2 − log(σ2)− 1

)
+
p2
2

K∑
k=1

mT
kmk + C

KL[q(b)||p(b)] =
1

2

(
mTm +K

(
σ2 − log(σ2)− 1

))
+ C

(2.35)

with C constant with reference to our parameters.

Ignoring the constant terms τ , σ we obtain the maximisation objective

LGP−MC ∝ −
τ

2

N∑
n=1

||yn − ŷn||22 −
p1
2
||M1||22 −

p2
2
||M2||22 −

1

2
||m||22 . (2.36)

Scaling the optimisation objective by a positive constant 1
τN

does not change the
parameter values at its optimum (as long as we do not optimise with respect to τ ).
We thus scale the objective to get

LGP−MC ∝ −
1

2N

N∑
n=1

||yn − ŷn||22 −
p1

2τN
||M1||22 −

p2
2τN

||M2||22 −
1

2τN
||m||22

(2.37)
and we recovered equation 2.11 for an appropriate setting of τ . Maximizing
eq.2.37 results in the same optimal parameters as the minimization of eq.2.11.
We can make several interesting observations at this point. First, we can find the
model precision from the identity λ1 = p1

2τN
which gives τ = p1

2λ1N
. Second, it

seems that the weight-decay for the dropped-out weights should be scaled by the
probability of the weights to not be dropped. Lastly, it is known that setting the
dropout probability to zero (p1 = p2 = 1) results in a standard neural network;
following the derivation above, this would result in delta function approximating
distributions on the weights. As discussed in [21] this leads to model overfitting.
Empirically it seems that the Bernoulli approximating distribution is sufficient to
considerably prevent overfitting.

Therefore, we presented evidence of the connection between Dropout and
Bayesian Statistics for a single hidden layer neural network in the task of re-
gression, but the derivation above extends to tasks of classification, flexible pri-
ors, mini-batch optimisation and deep models (with appropriate considerations).
This derivation suggests many applications and insights, better model regularisa-
tion, computationally efficient Bayesian Convolutional Neural Networks, use of
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dropout in Recurrent Neural Networks, and the principled development of dropout
variants, to name a few. Anyway, the most interesting aspect is the inclusion of a
representation of model uncertainty in deep learning, which enables applications
and improvements in fields inaccessible to models unable to give any uncertainty
estimation. This is the key of our work and the aspect that we explored (especially
at the programming code level) in the case study presented in the next chapter.



Chapter 3

Case study: Olive Phenology
prediction

The expected population growth from the present 7.4 billion to more than 9 billion
inevitably implies a significant increase in global food demand by 2050 [22]. This
projection promotes the acceleration of environmentally sustainable and intensive
agriculture strategies implementation [23]. This acceleration can be reflected in
the smart farming-IoT initiatives in agriculture that have arised in Europe [24–26].
In this context, the H2020 DEMETER project (http://h2020-demeter.
eu) focuses on the deployment of smart agricultural platforms (Internet of Things)
to provide specific IoT-based services, prediction and bench marking services cre-
ated through the collaboration of 20 pilots from 18 countries. The project aim is
to boost the adoption of sophisticated IoT, data science and intelligent farming to
promote the digital transformation of Europe’s agriculture industry by guarantee-
ing its sustainable and long-term viability. The pilot cluster dedicated to fruits
and vegetables, proportionate distinct services such as Decision Support Systems
to support olive growing in order to provide IoT-based strategies to farmers to
control the health and the quality of production. Olive derived product have an
important socio-economic and cultural role in the Mediterranean region [27, 28],
indeed, the European Union is the leading world olive oil producer [29], and the
optimization of olive production to maintain the productivity objectives is aligned
with current trends such as organic farming strategies [30].

As the plant phenology state is an essential plant process in determining final
yield, models simulating and predicting phenological phases are in consequence
advantageous tools to create and proportionate plan agronomic strategies [31–34].
Other plant processes such as prediction of flowering [33, 35] and yield [27], and
monitoring of pests and diseases [34] have similar influence in agronomic strate-
gies. In the particular case of olive trees, the influence of climatic variables over
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phenology phases has been demonstrated [36, 37], as well as the effect of topo-
graphic features [38, 39]. Certainly, the relation of both environmental setting
and agronomic management on olive tree phenology has been studied during the
last decades [40–42]. Between the climatic features, the temperature is one of the
most influential one in the case of olive trees [33, 34, 43–45], as the happening
of each phenological stage depends on the accumulation of temperatures above
a base temperature calculated on daily or hourly time steps. In recent studies,
this base temperature or threshold, crop and plant variety dependant parameter
[46], has been optimized for distinct temperature measurement sources and pre-
diction techniques [47–49], which coincide in the conclusion that the lower the
base temperature, the better the accuracy results. Indeed, in those recent stud-
ies, the temperature derived feature is the growing degree day (GDD), which is a
measure of heat unit accumulation defined as temperature degrees above a base
temperature, characterized by the Allen’s formula [50].

The olive phenology prediction efficiency of several machine learning meth-
ods have been compared [47–49], in the first case with data collected through
sensors installed in loco, while in the other two with temperature measurements
extracted from satellite imagery Copernicus services. In what follows, we present
the novel technique introduced in the previous chapter and based on deep learning
for olive phenology prediction, considering the same temperature quality restric-
tions.

3.1 Dataset description
The olive phenology observation data employed in this study were collected dur-
ing the monitoring of phenology in olive orchards in Tuscany (Italy) during three
years (2008-2010). A specialist in the field carried out the olive orchards mon-
itoring activity as follows: for each olive orchard, five olive trees located in the
core area of the orchard were observed with homogeneous and good health con-
ditions, omitting those trees at the edge. All of the monitored olive orchards were
elected due to their proximity to one of the agrometeorological stations of the re-
gional area. In order to register the phenology evolution of those orchards, the
BBCH scale was employed (the abbreviation derives from the names of the orig-
inally participating collaborators: Biologische Bundesanstalt, Bundessortenamt,
und CHemische Industrie) [48, 49, 51], a well-known numeric representation (see
fig.3.1). For the sake of its simplicity, a re-scaled BBCH was created. The target
or predicted variable is the phenological stage, therefore, the described simplified
BBCH scale. Indeed, this numerical code marks individual and unique biological
phases, and consequently when the prediction model was applied to obtain the
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output BBCH, a round function was implemented to discretize the result.

In particular, the dataset at our disposal was created by synchronizing dif-
ferent data sources. The first source was the weather registry provided by the
open-access ERA5 dataset, the latest generation of ECMWF atmospheric reanal-
ysis (Copernicus Climate Change Service, 2017). The second source, satellite
and timeless dataset, contains the slope label provided by Conservation Science
Partners; as a geophysical characteristic, together with the latitude and longitude
of the olive-tree orchards, the slope (or type of landform) can be considered as
an input feature. The last source corresponded to diverse collections of MODIS,
the Moderate Resolution Imaging Spectroradiometer imaging sensor launched by
NASA. A table with the available features and their sources is shown in figure
3.2. Anyway, as will be pointed out later, we have decided to focus only on two
of the features in the aforementioned table, namely DOY and GEEcumt . The main
reason is that, rather than looking for the best result in terms of the considered
metric, we aim to have a direct comparison with the models already present in
the literature and to show the validity of the new approach based on Probabilistic
Bayesian Neural Networks.

3.1.1 ERA5 satellite data
Following the data extraction strategy of [48, 49], due to extensive geographic
data access, for each phenology observation temperature history was extracted
from the ERA5, ECMWF atmospheric reanalysis open access service, supported
by Copernicus Climate Change Service. Reanalysis ERA5 generates hourly data,
and for European latitude and longitude coordinates, climate data that are eas-
ily reachable through interfaces such as Google Earth Engine (GEE) Data Cata-
log [52] or Copernicus’ Climate Data Store Application Program Interface (CDS
API).

3.1.2 Data preprocessing
In order to validate the efficiency of our approach, taking as a cornerstone recent
results [48], only three input parameters have been considered for this experi-
ment: the time series corresponding to daily maximum and minimum temperature
measurements (extracted from ERA5 aggregated values), and the Growing De-
gree Days, computed following the Allen methodology [47, 50]. Growing degree
days (GDD) were computed applying the single sine method to daily minimal and
maximal temperatures, a temperature threshold (ranging from 10 to 0 ◦C), and
no upper cutoff. The heat accumulation starts on the first day of January. The
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Figure 3.1: Phenological growth stages and BBCH-identification keys of olive tree (Olea europaea
L.) [53].

Abbreviated
Feature Description

Predictor Data Data

Feature Name Type Source Resolution

DOY Day of year Time

Mean 2 m air temperature Average air temperature at 2 m height (daily average) Meteo ERA 5 27–28 km

GEE TMIN (Minimal air temp.) Minimal air temperature at 2 m height (daily minimum) Meteo ERA 5 27–28 km

GEE TMAX (Maximal air temp.) Maximal air temperature at 2 m height (daily maximum) Meteo ERA 5 27–28 km

Dewpoint 2 m temperature Dewpoint temperature at 2 m height (daily average) Meteo ERA 5 27–28 km

Total precipitation Total precipitation (daily sums) Meteo ERA 5 27–28 km

Surface pressure Surface pressure (daily average) Meteo ERA 5 27–28 km

Mean sea-level pressure (sea pressure) Mean sea-level pressure (daily average) Meteo ERA 5 27–28 km

u component of wind 10 m Horizontal speed of air moving towards the east,

at a height of 10 metres above the surface of Earth. Meteo ERA 5 27–28 km

v component of wind 10 m Horizontal speed of air moving towards the north. Meteo ERA 5 27–28 km

EVI Enhanced vegetation index (EVI) generated from the

Near-IR, red, and blue bands of each scene. MODIS MOD09GA 006 EVI 1 km

NDVI Normalized difference vegetation index generated

from the near-IR and red bands of each scene. MODIS MOD09GA 006 NDVI 1 km

RED (sur ref b01) Red surface ref ectance MODIS 006 MOD09GQ 0.25 km

NIR (sur ref b02) NIR surface ref ectance MODIS 006 MOD09GQ 0.25 km

sur ref b03 Blue surface ref ectance, 16 day frequency MODIS 006 MOD13Q1 0.25 km

sur ref b07 MIR surface ref ectance, 16 day frequency MODIS 006 MOD13Q1 0.25 km

ViewZenith View zenith angle, 16 day frequency MODIS 006 MOD13Q1 0.25 km

SolarZenith Solar zenith angle, 16 day frequency MODIS 006 MOD13Q1 0.25 km

RelativeAzimuth Relative azimuth angle, 16 day frequency MODIS 006 MOD13Q1 0.25 km

Lat Latitude Spatial

Lon Longitude Spatial

Slope Landform classes created by combining the ALOS CHILI

and ALOS mTPI datasets. Spatial ALOS Landform

Created features

GEEcumt Growing degree day from GEE temperature measurements; t is base temperature used.

Cum precipitation Precipitation accumulated from the f rst of January until DOY.

EVIcum EVI accumulated from the f rst of January until DOY.

NDVIcum NDVI accumulated from 1 January until DOY.

REDcum RED accumulated from 1 January until DOY.

NIRcum NIR accumulated from 1 January until DOY.

Figure 3.2: Features present in the dataset and obtained from different data sources.
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cumulative GDD feature is referred to as GEEcumt, where t is the selected temper-
ature threshold. The predicted variable is the phenological phase considering a
simplified BBCH scale for the olive tree. The BBCH scale uses numerical codes
to label the different phases; however, since the distance between numeric labels
bears no relevance, it cannot be considered to be a numerical variable. A ranking
of the BBCH scale for the olive tree was generated, and a new variable ranking the
development label for each data point was created. The latter rank variable was
used as the target variable in the prediction models. When the regression model is
applied, the output is discretized (with round function) to obtain an integer value
[49].

Therefore, we have weather data obtained from 19 different weather stations of
the regional agrometeorological network of Tuscany. In total there are 822 pheno-
logical observations in the dataset that belong to 22 different olive-tree orchards,
with 34 phenological observations per location and 274 phenological observations
per year on average.
For each experiment, the dataset is split as follows: 60-20-20 for the training,
validation and test sets respectively; a stratified sampling based on the year (2008-
2010) and the weather station (as said before, 19 different stations are considered)
is used.

3.2 Neural Networks general settings
The neural networks are implemented using TensorFlow (tf) and Keras: the Monte
Carlo dropout layers consist of a modification of the Keras Dropout class, while
the layers based on the Variational Inference method derive from the TensorFlow
Probability (tfp) module (in particular, we used the DenseVariational type of lay-
ers). These two architectures have the same input and output layers, they differ
for the structure of the hidden layers. The size of the input layer depends on the
problem we are facing: it has two nodes, one for DOY and the other for GDD.
As our focus will be on dealing with regression problems, the output layer, re-
served for predicting the value of the target variable, is actually a combination of
a fully-connected layer (or Dense layer) with two nodes and a tfp layer, a Distri-
butionLambda layer, which maps the values of the two nodes just mentioned into
the parameters of a Gaussian distribution (the conditional distribution for the tar-
gets is defined to be Gaussian, with learnable mean and standard deviation). The
loss function is the same in both cases and, consistently with what has been said
in the previous chapter, is the NLL (in the VI architecture the KL divergence term
is implicitly calculated by Tensorflow and Keras, as proof of this the scaling term
kl_weight is specified in the definition of the DenseVariational layers).

https://www.tensorflow.org/probability


CHAPTER 3. CASE STUDY: OLIVE PHENOLOGY PREDICTION 46

In the MC dropout network we have two fully-connected hidden layers with
32 nodes each, ‘ReLU’ (Rectified Linear Unit) as activation function, dropout rate
equal to 0.1 (determined with a 10-fold Cross Validation using both the training
and validation subsets) and parameters initialized using the GlorotNormal initial-
izer of Keras1. The optimizer is Adam and the starting learning rate is set to 0.001.
In the VI network we have two hidden layers (DenseVariational layers) with 32
nodes each; as expected, the total number of model parameters (approximately)
doubles compared to the MC dropout network (see fig.3.4). For Bayesian neural
networks normal priors are often used, for this reason in our model we decided
to start with normal priors with mean 0 and variance 12. The posterior is deter-
mined using a mean field approximation and minimizing the KL divergence; the
KL term needs to be scaled with the number of samples per epoch [12]. The acti-
vation function is still the ‘ReLU’. The optimizer is Adam and the starting learning
rate is set to 0.01.
The implementation of these two architectures is shown in figure 3.3. It is im-
portant to underline that, as previously mentioned, it has been proved that with
networks having at least two hidden layers (and optimized taking into account the
Kullback-Leibler divergence) the mean-field approximation can be considered a
valid solution for determining the posteriors [16].
An early stopping criterion is used to monitor the training phase of all models
and prevent the overfitting of the networks (the validation set is reserved for this
purpose).

The hardware consisted of a 2.60 GHz Intel(R) Core(TM) i7-6700HQ CPU
and a GeForce GTX 950M GPU. The versions of tf and tfp are 2.4.1 and 0.12.2
respectively.

1The choice of the initialization technique is very important and depends on several factors,
including the activation function and the problem being treated. ReLU is the activation function
that generally finds more evidence in the literature, in almost every field, and GlorotNormal ini-
tialization is known to work well with ReLU.

2A good prior able to catch a suitable posterior must not be too narrow, but sufficiently wide.
Keeping in mind that with the ReLU a good initialization technique is the GlorotNormal, the
GlorotNormal initialization involves the extraction from a Gaussian distribution with mean 0 and
variance linked to the number of nodes of the antecedent layer, which consequently will be equal
to a fraction of 1; in this perspective, our choice to use normal priors with mean 0 and variance 1
seems appropriate.
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Figure 3.3: Code comparison of the two different architectures: MC dropout on the left, VI on
the right. In the blue box we have the hidden layers, which implement the Bayesian approach and
are responsible for the epistemic uncertainty; in the red one we have the layers dedicated to the
output, these are the layers that make the network probabilistic and are responsible for the aleatoric
uncertainty.

Figure 3.4: Summary of the neural networks architecture: MC dropout on the left, VI on the right.

3.3 Results
Using DOY and GDD as input features of our models, and BBCH as target variable,
we will now discuss the results obtained following the two different paths de-
scribed in the previous chapter, Variational Inference and Monte Carlo Dropout.
Before submitting the data to the network, the data of the input variables was
standardized, while the data of the output variable was first rescaled taking into
account the unique BBCH values present in the dataset, i.e. BBCH_res [48], and then
standardized. The seeds of Numpy and TensorFlow are fixed.
We will use a 60-20-20 splitting of the dataset for, respectively, training-validation-
test sets, with a stratified sampling based on the year (2008-2010) and the location
(19 different stations) (see fig.3.5). The validation set is used to control the train-
ing process through an early stopping criterion. Once the model is trained, the
chosen metrics are evaluated on the test set. Since our models are probabilistic
models, in order to have a reliable estimate of the MSE, we performed 100 distinct
evaluations on the test set; moreover, during each evaluation the output per test
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point is predicted through 1000 runs, which allow us to correctly reconstruct the
distribution of the output. The results are training-validation-test set partition de-
pendent but some general conclusions can be drawn. Table 3.1 shows the results
obtained for different temperature thresholds, ranging from 10 to 0. The dataset
also contains data relating to thresholds above 10◦C (up to 14), but, given that in
the previous works [47–49] was found that the results improve by setting lower
thresholds and the focus was on thresholds below 10◦C, we decided to deepen the
study of the range that goes from 10 to 0.

The higher values of NLL in the VI network, compared to those of the MC
dropout one, are undoubtedly due to the larger number of parameters (about twice
those of MC dropout network) and hyperparameters, which influence the settings
of the a priori and a posteriori distributions of the parameters (weights and biases
in our case) themselves. The fact that the MC dropout is an approximation of
VI on the one hand explains why we get similar results of MSE and not values on
totally different scales, on the other hand it motivates the better performance of the
VI network. As shown in figure 3.6 with lower temperature thresholds we achieve
better results and this is perfectly in line with previous articles. We can also note
that the rounding function applied on the output worsens the results in terms of
MSE, but in general it does not distort the trend of the curve. Furthermore, our new
models achieve results which are similar to the state-of-the-art, in particular the
VI network reaches a minimum MSE of 0.65 ± 0.01 with 4◦C as threshold, while
in [47] the best value is of 0.56 (approximately), obtained with a Random Forest
(in that article the best neural network gives 0.67). It has to be said that in [47]
the data was collected by sensors installed in loco and no station-based stratified
sampling was performed.

Monte Carlo dropout Variational Inference
w/ round w/o round w/ round w/o round

t = 10◦C 0.90± 0.02 0.840± 0.006 0.86± 0.02 0.794± 0.004
t = 9◦C 0.87± 0.02 0.815± 0.006 0.76± 0.01 0.688± 0.003
t = 8◦C 0.88± 0.02 0.808± 0.006 0.72± 0.01 0.670± 0.003
t = 7◦C 0.85± 0.03 0.779± 0.006 0.72± 0.01 0.620± 0.003
t = 6◦C 0.83± 0.03 0.779± 0.006 0.72± 0.02 0.591± 0.003
t = 5◦C 0.76± 0.03 0.747± 0.006 0.66± 0.01 0.581± 0.003
t = 4◦C 0.78± 0.02 0.768± 0.005 0.65± 0.01 0.575± 0.003
t = 3◦C 0.74± 0.02 0.753± 0.006 0.68± 0.01 0.611± 0.003
t = 2◦C 0.73± 0.02 0.739± 0.006 0.67± 0.01 0.582± 0.003
t = 1◦C 0.80± 0.01 0.754± 0.005 0.72± 0.01 0.616± 0.003
t = 0◦C 0.74± 0.02 0.737± 0.006 0.74± 0.01 0.645± 0.003

Table 3.1: MSE values of the two architectures with and without the rounding function applied on
the output. Different temperature thresholds, ranging from 10◦C to 0◦C, are considered.
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Figure 3.5: Dataset splitting based on year and cod_staz. To have a visual feedback, the plots
show the BBCH_res as a function of the DOY (with standardized values). In addition, we show
the effect of splitting in the training-validation-test subsets.

Figure 3.6: MSE values of the different models for different temperature thresholds. The training
set represents the 60% of the initial dataset, the validation set (used for the earlystopping criterion)
the 20%. MSE values are obtained by evaluating the model on the test set (the remaining 20% of
the dataset). In blue we have the values with the rounding function applied to the output, while in
orange the values without using this function.
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Figure 3.7: Performance of the two different architectures during the prediction phase on the test
set. The temperature threshold is set to 4◦C. The 95% confidence interval is shown using the
percentiles.

Comparison with non-rescaled BBCH values

Another check we carried out to verify the validity of the applied method and data
management (rescaling, standardization, etc.) consisted in evaluating the effective
contribution of the rescaling of the outputs, i.e. the use of the BBCH_res scale,
which takes into account only the unique values of BBCH within the dataset. To do
so, we decided to compare the MSE on the BBCH values obtained in two different
ways:

• using BBCH values (not BBCH_res) during the training and test phases; stan-
dardization is still applied before submitting the data to the network; in this
case we can evaluate the effect of rounding on the output

• using the values of BBCH_res during the training phase (standardization is
applied here too), the outputs are then converted to the BBCH scale through
a dictionary and we proceed to the test phase; in this case, in order to use
the dictionary, it is necessary to apply the rounding function on the output
before the conversion, so it is not possible to evaluate the results with and
without rounding separately

We will refer to these two different calculations as first method and second method,
respectively.
Before proceeding, an important observation must be made: in order to use the
dictionary in the second method, it is necessary to ensure that the network outputs
are consistent with the keys of the dictionary itself; therefore negative values must
be forced to zero, while values that exceed the upper bound of the key values, i.e.
91, must be forced to 91. Furthermore, aiming to have a legitimate comparison
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between the two methods, these corrections are also made during the execution of
the first method (even if not strictly necessary).
The results are shown in the table 3.2 and figure 3.8. As we can see, the trend as
a function of the threshold temperature is preserved and the second method per-
forms better that the first one. With the first method, where we are able to evaluate
the output with and without the rounding function, there is no evident effect of the
rounding on the results.

First Method Second Method
Monte Carlo dropout Variational Inference Monte Carlo dropout Variational Inference
w/ round w/o round w/ round w/o round

t = 10◦C 66.1± 0.6 65.9± 0.5 64.2± 0.5 64.1± 0.4 58± 3 51± 3
t = 9◦C 61.8± 0.6 61.7± 0.4 55.2± 0.5 55.0± 0.4 56± 3 45± 3
t = 8◦C 58.3± 0.5 58.2± 0.4 52.4± 0.5 52.4± 0.3 49± 3 48± 2
t = 7◦C 62.4± 0.5 62.5± 0.4 50.0± 0.5 50.0± 0.3 50± 3 41± 1
t = 6◦C 54.0± 0.5 53.9± 0.4 49.1± 0.5 49.0± 0.3 47± 3 41± 1
t = 5◦C 51.9± 0.5 51.9± 0.4 50.6± 0.4 50.6± 0.3 43± 2 39± 2
t = 4◦C 53.5± 0.5 53.4± 0.4 52.5± 0.4 52.6± 0.3 42± 3 39± 1
t = 3◦C 53.5± 0.5 53.3± 0.4 48.6± 0.5 48.3± 0.3 39± 1 37± 2
t = 2◦C 52.1± 0.5 52.0± 0.4 49.8± 0.5 49.7± 0.3 39± 1 39± 1
t = 1◦C 51.3± 0.4 51.2± 0.3 51.3± 0.5 51.0± 0.3 38± 3 40± 1
t = 0◦C 50.7± 0.5 50.7± 0.3 47.9± 0.5 47.8± 0.3 39± 1 39± 2

Table 3.2: MSE values of the two architectures with the two different methods just explained a
few lines above. Different temperature thresholds, ranging from 10◦C to 0◦C, are considered.

Therefore, the use during the training phase of a BBCH scale remodeled taking
into account only the unique values leads to a significant improvement of the
network in terms of MSE . A possible explanation may be the fact that, since the
BBCH values do not have a real meaning from a numerical point of view, it is the
succession of the single values that has relevance; therefore, preserving the order
among the phenological phases is enough to have a model with good performance.
We can consider it a proof of the validity of the approach, at least limited to the
problem we are facing and the dataset at our disposal.
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Figure 3.8: MSE values of the different models for different temperature thresholds. The training
set represents the 60% of the initial dataset, the validation set (used for the earlystopping criterion)
the 20%. MSE values are obtained by evaluating the model on the test set (the remaining 20% of
the dataset). In the upper figure we have the first method (in blue are shown the results with the
rounding function applied to the output, while in orange the values without using this function), in
the lower figure the second one.



Conclusions

Machine learning is essentially concerned with extracting models from data, often
(though not exclusively) using them for the purpose of prediction. As such, it is
inseparably connected with uncertainty. Indeed, learning in the sense of general-
izing beyond the data seen so far is necessarily based on a process of induction,
i.e., replacing specific observations by general models of the data-generating pro-
cess. Such models are never provably correct but only hypothetical and therefore
uncertain, and the same holds true for the predictions produced by a model. In
addition to the uncertainty inherent in inductive inference, other sources of uncer-
tainty exist, including incorrect model assumptions and noisy or imprecise data.
Needless to say, a trustworthy representation of uncertainty is desirable and should
be considered as a key feature of any machine learning method, all the more in
safety-critical application domains. Besides, uncertainty is also a major concept
within machine learning methodology itself; for example, the principle of uncer-
tainty reduction plays a key role in settings such as active learning, or in concrete
learning algorithms such as decision tree induction.

In this thesis the theme of uncertainty is the focus of the discussion. In par-
ticular, emphasis is placed on one of the best known frameworks for handling
uncertainty, the Bayesian approach, and on the currently most used tool in the
field of Machine Learning, the Deep Learning.
Although it is known that Neural Networks require a large amount of data in order
to be trained and represent a valid model within the considered field of applica-
tion, our networks return satisfactory results (taking into account the state of the
art models) even with a not so large dataset and allow us to state that the Bayesian
approach accurately describes the problem and makes reliable predictions. In par-
ticular, Probabilistic Bayesian Neural Networks overcome the main disadvantages
of Deep Learning: their dependence on large amounts of data and their inability
to represent model uncertainty. As more data is observed, the uncertainty can de-
crease, allowing the decisions made by the network to become more deterministic
as the environment is better understood.
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Monte Carlo Dropout is a very convenient technique for performing Bayesian
Deep learning, as it is straightforward to implement and requires little additional
knowledge or modelling effort compared to traditional methods. Moreover, it
often leads to a faster training phase compared to other variational inference ap-
proaches. On the other hand, Monte Carlo Dropout might lack some expressive-
ness and thus does not fully capture the uncertainty associated with the model
predictions. It also lacks some flexibility compared to other methods when per-
forming Bayesian inference [54].
Anyway, Bernoulli dropout is only one example of a regularisation technique cor-
responding to an approximate variational distribution which results in uncertainty
estimates. Other variants of dropout follow this interpretation as well and cor-
respond to alternative approximating distributions. These would result in differ-
ent uncertainty estimates, trading-off uncertainty quality with computational com-
plexity. This is subject of current research, as well as the study of non-linearity-
regularization combinations and the corresponding predictive mean and variance.

Therefore, the great potential of these networks lies in two main points: the
ability to provide predictions with a measure of uncertainty, even outside the range
of the training set [12]; not having to restrict the complexity of the network ac-
cording to the size of the dataset [15].

The goal for the future is to deepen this approach even further and improve
the performance of our models, evaluating the possibility of introducing Markov
Chain Monte Carlo and then comparing the pros and cons of the different Bayesian
inference methods. Anyway, we believe that the approach presented in this thesis
represents a great step forward in the analysis of neural networks and brings us
closer to the much-desired Explainable AI, enabling the use of Deep Learning in
fields where uncertainty plays a crucial role.
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